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Abstract. We discuss security architectural design requirements for highly constrained networks, such as sensor and 
control networks, that – in our opinion – all are to be satisfied, so as to realize the full potential of these networks 
and to realize economical and successful multi-billion device deployments. We highlight areas where conventional 
cryptographic and security approaches may fall short, but also offer solution directions, and illustrate how these 
contribute towards realizing a “light-weight” overall security design that marries security, flexibility, and ease-of-
use. 
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§1. Introduction 
Recent years have witnessed a surge of interest in general-purpose, self-organizing, multi-hop ad-hoc networks. 
Wireless communications between static and moving devices in these networks are typically based on radio 
transmissions, often operating in unlicensed frequency bands, such as 868/915 MHz and 2.4 GHz, and might involve 
single-hop or multi-hop message routing. From a security perspective, wireless ad-hoc networks are no other than 
802.11 WLAN or any other wireless network, in that these are vulnerable to passive eavesdropping attacks. The 
very nature of ad-hoc networks and cost objectives for these impose additional security constraints, however, which 
make these networks difficult to secure: devices are low-cost, with limited capabilities, in terms of computing 
power, available storage, and energy-drain, and cannot be assumed to have a trusted computing base aboard, nor a 
high-quality random number generator; communications cannot rely on the online availability of a fixed 
infrastructure and might involve short-term relationships between devices that may never have met before (so-called 
promiscuous behaviour). These constraints severely limit the choice of cryptographic algorithms and protocols and 
do influence the design of the security architecture, since the establishment and maintenance of trust relationships 
between devices needs to be addressed with care. In addition, battery lifetime and cost constraints put severe limits 
on the security overhead these networks can tolerate, something that is of far less concern with higher bandwidth 
networks, such as 802.11 WLAN. 
 
We discuss security architectural design elements for constrained networks and highlight areas where conventional 
cryptographic and security approaches may fall short, such as with public key lifecycle management, symmetric-key 
crypto overhead, and support for flexible trust models. For each of these areas, we point towards solutions that assist 
in realizing an overall design that is (a) tailored towards low overall implementation cost, (b) adaptable towards 
different trust models underlying network operations, (c) supports semi-automatic lifecycle management, including 
ease-of-installation and ease-of-use, (d) supports scalability, survivability, mobility, (e) and supports network 
topology changes. Discussion is illustrated using deployment scenarios with ZigBee, ISA SP100.11a, w/HART, 
Body Area Networks, and the Smart Grid.  
 
§2. Where Current Cryptographic and Security Approaches May Fall Short 
 
§2.1. Cryptographic Building Blocks 
 
§2.1.1 Cryptographic Mode of Operation 
Light-weight crypto mostly focuses on the design of low-footprint, low-latency ciphers (e.g., Present, Hummingbird, 
etc.) that are claimed to be better-suited for resource-constrained devices, such as RFID and sensors, than well-
known and ubiquitously deployed ciphers, such as AES-128. From an energy consumption perspective, however, 
the choice of the “mode of operation” seems far more important than that of the underlying cipher: with most 
applications (e.g., ZigBee), the energy cost of cryptographic processing is roughly two orders of magnitude lower 
than the communication energy cost. As a result, the impact of data expansion triggered by authenticated encryption 
often far outweighs the total energy cost of the crypto itself and, thereby, any potential energy gain to be realized via 



innovative “light-weight cipher” designs. To illustrate this, we show how targeting the data expansion of a 
cryptographic mode of operation, rather than the underlying cipher, may result in the almost entire vanishing of 
cryptographic data expansion and associated communication energy and time latency cost, when viewed from an 
overall communication stack perspective, thereby removing almost all perceived cost of “switching security on” in 
sensor networks. 
 
§2.1.2 Elliptic Curves 
Over the last decade, elliptic curves have been standardized by, e.g., NIST, ANSI X9F, ISO, and IETF, and found 
practical uses in applications involving digital signatures (e.g., ECDSA), key agreement schemes (e.g., ECDH), and 
key transport schemes (e.g., ElGamal). While both curves defined over prime fields (‘prime curves’) and those 
defined over binary extension fields (‘binary curves’) have been standardized for roughly a decade, the question as 
to which curves would be most suitable to particular deployment environments remains largely unanswered, even 
to-date. For constrained devices (sensors, smart cards, etc.), binary curves seem to allow for a much smaller energy 
consumption implementation than prime curves and seem to be less vulnerable to certain side channel attacks than 
prime curves. Given this, it seems that, with hardware-assisted implementations, binary curves may be a superior 
choice. Nevertheless, most implementations currently in the process of FIPS 140 evaluation seem to focus on prime 
curves, as do most current standards (e.g., RFC 6090). We aim to bring clarity in factors influencing this choice, 
based on technical state-of-the-art and consideration of lack of trusted platform on sensor devices. 
 
§2.2 Key Management 
 
§2.2.1 Key Revocation 
Key revocation is usually only considered for public keys and (conveniently!) ignored for symmetric keys. In 
reality, however, key revocation should be considered independent of the type of key – i.e., both for public and 
symmetric keys. With public keys, current approaches for key revocation usually require online availability of a 
third party that could vouch for the validity of keys (e.g., Certificate Revocation Lists (CRLs), Online Certificate 
Status Protocol). With sleepy networks, this almost “real-time” access to third parties cannot be assumed; moreover, 
the associated communication overhead and per-device storage cost would stretch well beyond the capabilities of 
devices. We revisit short-lived certificates, as proposed more than a decade ago, and other decade-old techniques 
aimed at removing the CRLs altogether and quantify relative cost of either approach in the setting of RFID devices. 
We also consider authentication vs. authorization aspects of certificates. 
 
§2.2.2 Key Compromise 
Conventional approaches for thwarting key compromise usually presume a trusted platform that would provide for 
the secure implementation of cryptographic algorithms (including side channel resistance) and the secure and 
authentic storage of cryptographic keying material an associated information (e.g., notion of time). With highly 
constrained devices, devices are “consumer-style” devices, without physical protection, thereby, seemingly allowing 
for easy device and key compromise. We show that, contrary to popular belief, it is very well possible “to put trust 
into an untrusted device” by “exploiting network effects” and use existing protocols to realize this functionality. 
 
§3. Towards Light-Weight Security Architectural Designs for Highly Constrained Networks 
We briefly touch upon a current project aimed at gathering more detailed insight into implementations of proposed 
cryptographic building blocks, trust lifecycle management functionality, and security policy framework 
mechanisms. This project is aimed to provide both insight into hardware-assisted and software-only aspects and to 
allow “playing around” with trust models and provisioning and configuration scenarios. Ultimately, the objective is 
to shed more light on the implementation cost (and, thereby, feasibility) of such a flexible architectural design. 
Results are not expected till next year.  


